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Outline
1. What are tools, agents, harnesses etc. 
2. Status of the field (the “zoo”) 
3. Toward portable/cumulative/reproducible agent 
science in HEP (the HEPTABench stack) 
• HEPTAPOD, toolbase, toolbench, hepbench 
4. Toward autonomous pheno … ? 
5. Conclusions
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Why?

3

• Extending/amplifying thinking 
• Facilitation & automation (off-load tasks)  
• Assistance (enhance accessibility)

Modern frontier large-language-models (LLMs) are  
• pretty reliable compressions of human knowledge (proto-AGI) 
• generic computational interfaces, becoming very powerful 
assistants  
• evolving rapidly

Useful for science? HEP-(ph,th,ex)?
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Why?

4

Since ~November/December of last year (2025) there has been a 
“Cambrian explosion” of papers demonstrating the use of agents in HEP.
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Why?
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Since ~November/December of last year (2025) there has been a 
“Cambrian explosion” of papers demonstrating the use of agents in HEP.
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56 of 59 agentic papers

2 agentic papers in 2024 ! 8 in 2025 ! 49 so far in 2026

agentic HEP

LLMs in HEP, non-agentic

A Cambrian explosion of AI agents in high-energy physics

hep-ph / hep-ex / hep-lat / hep-th, binned by arXiv announcement month, through 28 Aug 2026. Hand-curated from a

full-text query on LLM / agent / autonomy terms; excludes reinforcement-learning “agents” and foundation models.



Tony Menzo (Fermilab + U. Alabama) Portable agentic phenomenology

Goal (for me)
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Research assistant! 
(We’ll come back what I mean by this later) 
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Large language models (LLMs)
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A parameterized function that 
represents a conditional probability 
distribution over discrete actions, 
where the primitive action is 
emitting the next token.

pθ(xt+1 ∣ x≤t)

Context
Next token

Learned  
parameters

Frontier models have 
1011-1012 parameters *LLMs are inherently  stochastic
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1. Collect and filter ~the internet 

2. Pre-train  base model 

3. Post-train  assistant 
‣ Alignment 
‣Tool calling is introduced

→

→
Pre-trained base model

Post-trained “assistant”

“The Road to Homo Sapiens Agents”
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What is a tool?

To an LLM, a tool is a function: 

output = tool(input) 

where the model generates the input in a structured form 
and receives output back in its context. 

9

User
What’s the weather in Tokyo?
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What is a tool?

To an LLM, a tool is a function: 

output = tool(input) 

where the model generates the input in a structured form 
and receives output back in its context. 

10

Agent
getWeather(loc = “Tokyo”)
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What is a tool?

To an LLM, a tool is a function: 

output = tool(input) 

where the model generates the input in a structured form 
and receives output back in its context. 

11

Agent
<|start|>assistant<|channel|>commentary 
to=functions.get_weather 
<|constrain|>json<|message|>{"city":"Tokyo"}<|call|> 
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3.Post-train  assistant 
4. Post-train with (base) tools 
             (ReadFile, EditFile, Glob, …) 
‣ LLM can now act as a computer  
interface

→

“LLM computer”

*

Pre-trained base model

Post-trained “assistant”

“The Road to Homo Sapiens Agents”
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4. Post-train with (base) tools 
5. Trap in isolated sandbox with 
tools  Agent→

“LLM computer”

*
13

*
Agent

Pre-trained base model

Post-trained “assistant”

“The Road to Homo Sapiens Agents”
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What is an agent?
Given context  at a decision 
step , and an action  selected 
from and action space , an agent 
is a system that implements a 
conditional distribution over 
actions: 

 

and is embedded in a feedback 
loop such that executed actions 
influence future context.

Ct
t 𝒜t

𝒜

p(𝒜t |Ct)

14

*
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“I’m not seeing Armageddon here.”

15

5. Trap in isolated sandbox 
with tools  Agent 

6. Custom tools and prompts, 
allow for users to steer 
agent behavior to 
accomplish arbitrary long- 
or short-horizon tasks  

→

An agentic harness is the system of prompts, tools, schemas, and 
execution environments that harnesses an LLM’s flexible intelligence 
while constraining it into reliable, reproducible, user-directed action.

*
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“I’m not seeing Armageddon here.”
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5. Trap in isolated sandbox 
with tools  Agent 

6. Custom tools and prompts, 
allow for users to steer 
agent behavior to 
accomplish arbitrary long- 
or short-horizon tasks  

→

An agentic harness is the system of prompts, tools, schemas, and 
execution environments that harnesses an LLM’s flexible intelligence 
while constraining it into reliable, reproducible, user-directed action.

*
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Harness engineering
Using LLM agents to solve problems with an explicit closed-loop 
decision process, where behavior is specified through structured 
prompting, tools (a harness). The harness induces a constrained 
conditional action distribution 

.p(𝒜t ∣ Ct) → ph(𝒜t ∣ Ct)

17

Assembly
C

C++
Python

Agents

“New programming paradigm”

a.k.a “agentic programming”
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Harness engineering

• Specify how to do 
something. 

• Scripting. 

• Control flow is 
explicit and tractable.

18

• Specify what you want 
accomplished. 

• Context engineering. 

• Control flow is 
emergent and non-
deterministic.

Traditional programming Agentic programming

The biggest shift is moving from engineering certainty to 
managing uncertainty (and where you want it).
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Harness design

Assistance 

Researcher chooses 
directions, inspects 
intermediate results, and 
redirects work. Inherently 
“turn-by-turn”.

19

Automation 

Bounded workflow that runs 
without human review 
because its decisions, 
validation rules, stopping 
conditions, etc. were 
engineered in advance. 

versus

Agent interaction “modalities”

The burden of verification 
(when, where, how much)

*Not mutually exclusive
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Harness design

Assistance 

Researcher chooses 
directions, inspects 
intermediate results, and 
redirects work. Inherently 
“turn-by-turn”.

20

Automation 

Bounded workflow that runs 
without human review 
because its decisions, 
validation rules, stopping 
conditions, etc. were 
engineered in advance. 

versus

Agent interaction “modalities”

The burden of verification 
(when, where, how much)

*Not mutually exclusive

Goal (refined) 
How much can be automated, and with 
what degree of reliability?  

What is the class of problems the 
will eventually be automatable? 

Automate these tasks!
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Harness design in HEP (the “zoo”)

21

A taxonomy

There are currently ~40 HEP(-ph,-ex,-th) 
specific systems “on the market”. 

They admit a nice classification w.r.t the 
structure of the interface exposed to the 

agent.  
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Harness design in HEP (the “zoo”)
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A taxonomy

The burden of verification:

Free-form
Agent produces executable 
behavior directly through 
unconstrained code or command 
generation; domain context can 
guide it, but no fixed 
interface determines what 
operations it can express. 

When? Who/Where? Per-run burden

After or during every 
generated 

implementation
Human Highest
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Harness design in HEP (the “zoo”)
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A taxonomy

The burden of verification:

Structured-handoffs
Agent generates implementations 
freely, but the intermediate 
artifacts exchanged between 
agents or workflow stages must 
follow a prescribed format or 
schema. 

When? Who/Where? Per-run burden

After or during every 
generated 

implementation

Handoff 
validators, 
Human

High



Tony Menzo (Fermilab + U. Alabama) Portable agentic phenomenology

Harness design in HEP (the “zoo”)
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A taxonomy

The burden of verification:

Configuration/DSL 
mediated
Agent specifies a workflow 
using a bounded configuration 
language, template, command 
interface, or domain-specific-
language, which a fixed backend 
interprets and executes.

When? Who/Where? Per-run burden

Mainly when backend/
DSL is authored, then 
when each spec is 

produced

Fixed backend, 
parser Moderate
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Harness design in HEP (the “zoo”)
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A taxonomy

The burden of verification:

Tool-constrained
The agent selects and composes 
discrete, fixed, versioned 
scientific operations through 
structured invocation 
structure.

When? Who/Where? Per-run burden

Tool authoring and 
each invocation/
composition

Tool selection/
arguments, tool 
call validator

Low
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Harness design in HEP (the “zoo”)

26

A phase diagram

*Other relevant axes, 
$/token, $/performance, 
tokens/performance, 
generation time, etc.
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Harness design in HEP (the “zoo”)
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A phase diagram

*Other relevant axes, 
$/token, $/performance, 
tokens/performance, 
generation time, etc.

Where are these 
boundaries? How 
can they be 
determined 
systematically?
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Testing the harness

28

“Is this thing on?”

Naive minimal spec: 
• Task + task scaffolding 

‣ Sandbox and workspace 
initialization, system prompt, etc. 

• Rubric 
‣ Final expected outcome. Grading: 
binary or continuous, stage-by-
stage grading

Benchmarks!
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Testing the harness

29

“Is this thing on?”

Agents trajectory/final 
result should be treated 
as a random variable with 
mean and variance (when 
applicable).

LLMs are distributions!
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Testing the harness

30

“Is this thing on?”

The “6-sphere”

Task

Scaffolding

Model and inference controls

Inference providerLoadout (tools+skills)
Harness

What can influence an 
agents trajectory?
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Benchmarking in HEP

31

Task

Each of these benchmarks only operate 
at a single point in the 6-sphere
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Benchmarking in HEP

32

Task

It would be ideal to scan larges parts 
of this space easily
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Status of agents in HEP

33

Bottom line — it’s the Wild West, as expected

As with all new fields of 
research, community standards 
are lagging behind. 

Initial systems/demonstrations 
are promising, but hard to reuse 
and reproduce results without 
significant effort. 

Initial benchmarks are also 
great, but again, 
reproducibility is an issue.  
A cohesive framework is lacking. 

Zoo
Ecosystem

Infrastructure mode… engage
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Infrastructure for a community-driven HEP harness
Utilize and adapt existing infrastructure as much as possible!  
General purpose coding harnesses + domain tools & skills = HEP agent

• Adopt a standard protocol for 
interfacing tools with harnesses 
‣ Model Context Protocol (MCP) has 
been widely adopted by all 
harnesses, let’s not reinvent the 
wheel! 

• Community maintained registry/tool-
skill database + serving 
‣ Scalable — what do you do when you 
have (1000) tools to choose from? 
Need easy curation of custom 
“loadouts”  

• Science-forward benchmarking framework 
‣ Emphasis on reproducibility and full 
“6-sphere” resolution

𝒪

34
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Infrastructure for a community-driven HEP harness
An implementation: “the stack”

35

• Adopt a standard protocol for 
interfacing tools with harnesses 
‣ MCP 
• Community maintained registry/
tool-skill database + serving 
‣ toolbase 
• Science-forward benchmarking 
framework 
‣ toolbench, hepbench 
• Toolkit 
‣ heptapod
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Infrastructure for a community-driven HEP harness
An implementation: “the stack”

36

• Adopt a standard protocol for 
interfacing tools with harnesses 
‣ MCP 
• Community maintained registry/
tool-skill database + serving 
‣ toolbase 
• Science-forward benchmarking 
framework 
‣ toolbench, hepbench 
• Toolkit 
‣ heptapod

HEPTAPOD
https://github.com/tonymenzo/heptapod

60+ tools/skills
# Tool Reliability Auditable Object External Repeated

Event generation and simulation

1 FeynRulesToUFOTool ↭ ↭ ω ↭
2 MadGraphFromRunCardTool ↭ ↭ ↭ ω ↭
3 PythiaFromRunCardTool ↭ ↭ ω ↭
4 SherpaFromRunCardTool ↭ ↭ ω ↭
5 JetClusterSlowJetTool ↭ ↭ ω ↭ ↭

Event-format conversion and array bridges

6 LHEToJSONLTool ω ↭ ↭ ↭
7 EventJSONLToNumpyTool ↭ ↭ ω
8 JetsJSONLToNumpyTool ↭ ↭ ↭ ω

Kinematic analysis and event selection

9 CalculateInvariantMassTool ω ↭ ↭ ↭
10 CalculateTransverseMomentumTool ↭ ↭ ω
11 CalculateDeltaRTool ω ↭ ↭ ↭
12 ApplyCutsTool ↭ ω ↭ ↭
13 GetHardestNTool ↭ ω ↭ ↭
14 GetHardestNJetsTool ↭ ω ↭ ↭
15 FilterByPDGIDTool ↭ ω ↭ ↭
16 SortByPtTool ↭ ω ↭
17 MergeObjectCollectionsTool ↭ ↭ ω ↭
18 FilterByDeltaRTool ω ↭ ↭ ↭
Resonance reconstruction

19 ResonanceReconstructionTool ↭ ↭ ω ↭
Diagrammatica / exact symbolic tools

20 ComputeSymbolicAmplitudeTool ω ↭ ↭ ↭
21 RunWolframTool ↭ ω ↭
22 RunWolframScriptBatch ↭ ω ↭
23 SimplifyResultTool ω ↭ ↭ ↭
24 ConvertToPythonTool ↭ ↭ ↭ ω

NDA and FeynGraph

25 EstimateDecayWidthNDATool ↭ ↭ ω ↭
26 EstimateBranchingRatioNDATool ↭ ↭ ω ↭
27 EnumerateDiagramsTool ↭ ↭ ω ↭
28 DiagramVisualizationTool ω ↭ ↭
PDG and INSPIRE tools

29 PDGDatabaseTool ↭ ↭ ω ↭
30 PDGSearchTool ↭ ↭ ω ↭
31 PDGPropertyTool ↭ ↭ ω ↭
32 InspireSearchTool ↭ ω ↭
33 InspirePaperTool ↭ ↭ ω ↭
34 InspireCitationTool ↭ ↭ ω ↭
35 InspireBibTeXTool ↭ ↭ ↭ ω
36 InspireAuthorTool ↭ ω ↭
37 InspireInstitutionTool ↭ ω ↭
38 InspireConferenceTool ↭ ω ↭
39 InspireJournalTool ↭ ω ↭
40 InspireExperimentTool ↭ ω ↭
41 InspireReadingListTool ↭ ↭ ω
42 InspireNotesTool ↭ ↭ ω

Unit tools

43 NaturalUnitsConverter ω ↭ ↭
44 MetricPrefixConverter ω ↭

# Tool Reliability Auditable Object External Repeated

Event generation and simulation

1 FeynRulesToUFOTool ↭ ↭ ω ↭
2 MadGraphFromRunCardTool ↭ ↭ ↭ ω ↭
3 PythiaFromRunCardTool ↭ ↭ ω ↭
4 SherpaFromRunCardTool ↭ ↭ ω ↭
5 JetClusterSlowJetTool ↭ ↭ ω ↭ ↭

Event-format conversion and array bridges

6 LHEToJSONLTool ω ↭ ↭ ↭
7 EventJSONLToNumpyTool ↭ ↭ ω
8 JetsJSONLToNumpyTool ↭ ↭ ↭ ω

Kinematic analysis and event selection

9 CalculateInvariantMassTool ω ↭ ↭ ↭
10 CalculateTransverseMomentumTool ↭ ↭ ω
11 CalculateDeltaRTool ω ↭ ↭ ↭
12 ApplyCutsTool ↭ ω ↭ ↭
13 GetHardestNTool ↭ ω ↭ ↭
14 GetHardestNJetsTool ↭ ω ↭ ↭
15 FilterByPDGIDTool ↭ ω ↭ ↭
16 SortByPtTool ↭ ω ↭
17 MergeObjectCollectionsTool ↭ ↭ ω ↭
18 FilterByDeltaRTool ω ↭ ↭ ↭
Resonance reconstruction

19 ResonanceReconstructionTool ↭ ↭ ω ↭
Diagrammatica / exact symbolic tools

20 ComputeSymbolicAmplitudeTool ω ↭ ↭ ↭
21 RunWolframTool ↭ ω ↭
22 RunWolframScriptBatch ↭ ω ↭
23 SimplifyResultTool ω ↭ ↭ ↭
24 ConvertToPythonTool ↭ ↭ ↭ ω

NDA and FeynGraph

25 EstimateDecayWidthNDATool ↭ ↭ ω ↭
26 EstimateBranchingRatioNDATool ↭ ↭ ω ↭
27 EnumerateDiagramsTool ↭ ↭ ω ↭
28 DiagramVisualizationTool ω ↭ ↭
PDG and INSPIRE tools

29 PDGDatabaseTool ↭ ↭ ω ↭
30 PDGSearchTool ↭ ↭ ω ↭
31 PDGPropertyTool ↭ ↭ ω ↭
32 InspireSearchTool ↭ ω ↭
33 InspirePaperTool ↭ ↭ ω ↭
34 InspireCitationTool ↭ ↭ ω ↭
35 InspireBibTeXTool ↭ ↭ ↭ ω
36 InspireAuthorTool ↭ ω ↭
37 InspireInstitutionTool ↭ ω ↭
38 InspireConferenceTool ↭ ω ↭
39 InspireJournalTool ↭ ω ↭
40 InspireExperimentTool ↭ ω ↭
41 InspireReadingListTool ↭ ↭ ω
42 InspireNotesTool ↭ ↭ ω

Unit tools

43 NaturalUnitsConverter ω ↭ ↭
44 MetricPrefixConverter ω ↭

https://github.com/tonymenzo/heptapod
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Example(s)

37

Event generation ( )ℒ → 𝒪 Task: From ℒ →
0 500 1000 1500 2000 2500 3000 3500 4000

mmin
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Rubric:

Task scaffold:
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Event generation ( )ℒ → 𝒪 Task: From ℒ →
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Example(s)

39

Event generation ( )ℒ → 𝒪
Model: gpt-oss-120b

Domain tools improve gpt-oss-120b’s pass rate from 0/10 7/10→
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An example

40

Forward LLP reach estimate

Task: , ,ℒ ℐ ≡ { s, σinel, Nint, θmax, Ntarget} 𝒢 ≡ {zprod, zmin, zmax, R, zdet, Rdet, xoff}

g

mϕ

Muon-philic scalar

Task scaffold: ~None

Rubric:
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An example

41

Forward LLP reach estimate

Task: , ,ℒ ℐ ≡ { s, σinel, Nint, θmax, Ntarget} 𝒢 ≡ {zprod, zmin, zmax, R, zdet, Rdet, xoff}

g

mϕ

Muon-philic scalar

Task scaffold: ~None

Rubric:
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An example

42

Forward LLP reach estimate

Domain tools improve performance and reliability, even in 
frontier systems.

*Preliminary

*Preliminary
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An example

43

Forward LLP reach estimate

*Preliminary

*Preliminary
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An example

44

Forward LLP reach estimate

Even for systems that can execute the task, tools improve 
audit-ability.

*Preliminary
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Where to from here?

45

“Bottom-up approach”

1. Master small tasks 
2. Compose small tasks to master larger tasks 
3. Repeat

Composition

Autonomous pheno?
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Conclusions
Portable agentic phenomenology

46

• Agentic systems are beginning to address 
all corners of HEP 

• With lacking community standards, results 
are hard to reuse, repurpose, reproduce 

• The “stack” (MCP + toolbase + toolbench + 
hepbench + heptapod) is a concrete scalable 
framework for future agentic systems 

• Tools/skill can strengthen the capabilities 
of both weak and frontier models. Even for 
performant systems, tools increase 
auditability. 

https://github.com/tonymenzo/heptapod

https://github.com/tonymenzo/heptapod
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Conclusions
Portable agentic phenomenology
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• Agentic systems are beginning to address 
all corners of HEP 

• With lacking community standards, results 
are hard to reuse, repurpose, reproduce 

• The “stack” (MCP + toolbase + toolbench + 
hepbench + heptapod) is a concrete scalable 
framework for future agentic systems 

• Tools/skill can strengthen the capabilities 
of both weak and frontier models. Even for 
performant systems, tools increase 
auditability. 

https://github.com/tonymenzo/heptapod

Thanks for your attention :)

https://github.com/tonymenzo/heptapod


Back-ups

48
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*Preliminary *Preliminary
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Large language models (LLMs)

50

Transformer Block
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Gelu
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Transformer Block Input

Transformer Block Output

A parameterized function that 
represents a conditional probability 
distribution over discrete actions, 
where the primitive action is 
emitting the next token.

pθ(xt+1 ∣ x≤t)

Context
Next token

Learned  
parameters

Phenomenology

Token? 1 token  3/4 word≈

- PDG booklet  120,000-180,000 tkns 
- Harry Potter Series  1.3-1.5e6 tkns 
- Full training corpus  1012-1014 tkns

≈
≈
≈

Frontier models have 
1011-1012 parameters

(GPT-3 tokenizer)
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Large language models (LLMs)
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Transformer Block
Layer L

Transformer Block
Layer ...

Transformer Block
Layer 1

Positional
Encoding

Input
Embedding

Head 1 Head ... Head H
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Transformer Block Input

Transformer Block Output

A parameterized function that 
represents a conditional probability 
distribution over discrete actions, 
where the primitive action is 
emitting the next token.

pθ(xt+1 ∣ x≤t)

Context
Next token

Learned  
parameters

Token? 1 token  3/4 word≈

- PDG booklet  120,000-180,000 tkns 
- Harry Potter Series  1.3-1.5e6 tkns 
- Full training corpus  1012-1014 tkns

≈
≈
≈

Frontier models have 
1011-1012 parameters

47 831 3674 1435
(GPT-3 tokenizer)
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What is an LLM agent?

52

a random variable whose values are sets of token sequences. 

The probability of an action  is given by 

 

where  indexes the length of the token sequence implementing the 
action 

𝒜 ≡

𝒜t

p(𝒜t ∣ Ct) =
∞

∑
m=1

∑
{xt+1:t+m ↦ 𝒜t}

pθ(xt+1:t+m ∣ Ct )

m
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Agentic programming in practice 
Why are tools/context (skills) useful?

Given some context , an action  follows a 
distribution with uncertainty (or conditional entropy) 
comprised of two components  

CL 𝒜t

Δ𝒜(CL) ≈ ΔT(C0) + Δexecution

53

L

Context
Δ𝒜
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Agentic programming in practice 
Why are tools/context (skills) useful?

Given some context , an action  follows a 
distribution with uncertainty (or conditional entropy) 
comprised of two components  

CL 𝒜t

Δ𝒜(CL) ≈ ΔT(C0) + Δexecution
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L

Δ𝒜
Context

Can be reduced with relevant context.

LT
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Agentic programming in practice 
Why are tools/context (skills) useful?

Given some context , an action  follows a 
distribution with uncertainty (or conditional entropy) 
comprised of two components  

CL 𝒜t

Δ𝒜(CL) ≈ ΔT(C0) + Δexecution
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L

Δ𝒜
Context

Can be reduced with tools.

LT
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Agentic programming in practice 
Why are tools/context (skills) useful?

There is also an inherent and irreducible uncertainty 
“floor”, , introduced by the model itself. 

This introduces another scale  that can interplay with 
.

ε ≡ lim
L→∞

Δ𝒜(CL)
Leff

LT

56

Leff

L

Context

ε
}

LT

Ultimately, for a fixed execution uncertainty, 
this limits the complexity class of tasks .T
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A more relevant uncertainty comes from the models 
inherent ability to utilize context, uncertainty ~grows 
with increased context

Agentic programming in practice 
Why are tools/context (skills) useful?

57

Leff

L

Context

LT
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Agentic programming in practice 
Why are tools/context (skills) useful?

In realistic use cases we are really interested in 
achieving some level of certainty for a fixed context 

Δ𝒜(CL) ≈ ΔT(C0) + Δexecution < Δ𝒜tol.

58
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Agentic programming in practice 
Why are tools/context (skills) useful?

In realistic use cases we are really interested in 
achieving some level of certainty for a fixed context 

Δ𝒜(CL) ≈ ΔT(C0) + Δexecution < Δ𝒜tol.

59

L

Δ𝒜
Context

LT

Identifying this tolerance is what 
programming with agents is all about
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What makes for a good tool?

• Enhances audibility & traceability

60

An attempt at a “guideline”

• Requires mission-critical reliability

• Commonly used workflow primitive

• Interface external states

• A natural object-centered abstraction 
exists

Do’s Dont’s

Toolify if…

• “Creative” or out-of-
distribution

Don’t toolify if…

• Redundant with base-model 
capabilities

• Many edge cases

• Highly context-dependent
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Example workflows

Task 2: Determine the 
maximum number  of  
pairs for which 

 
remains observable at 
current/planned muon 
experiments. 
 
63 tool calls (+39 from a 
research subagent) over 
~40 minutes

n e+e−

μ+ → ν̄μνe + n(e+e−) + e+

61

(NDA)

(Opus 4.6)
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Example workflows

Task 2: Determine the 
maximum number  of  
pairs for which 

 
remains observable at 
current/planned muon 
experiments. 
 
63 tool calls (+39 from a 
research subagent) over 
~40 minutes

n e+e−

μ+ → ν̄μνe + n(e+e−) + e+

62

(NDA)
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Example workflows

Task 2: Determine the 
maximum number  of  
pairs for which 

 
remains observable at 
current/planned muon 
experiments. 
 
63 tool calls (+39 from a 
research subagent) over 
~40 minutes

n e+e−

μ+ → ν̄μνe + n(e+e−) + e+

63

(NDA)
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Deviant behavior
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HEP BSM workflows

65

ℒ ⊃ (DμS1)(DμS1)† + yij uc
Ri eRj S1 + h . c .

A running example: Scalar leptoquark

S1 ∼ (3̄, 1, 1/3)

Task: Reconstruct the leptoquark mass

pp → S1S†
1 → (lj)(lj)

mmin
LQ = min {m (1)

LQ, m (2)
LQ}
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HEP BSM workflows

66

A running example: Scalar leptoquark
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Example 
conversation
Initial sandbox.

(GPT-OSS-120B)
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Example 
conversation
System prompt.

68

(GPT-OSS-120B)



Tony Menzo (Fermilab + U. Alabama) Portable agentic phenomenology

Example 
conversation
User prompt.
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(GPT-OSS-120B)
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Example 
conversation
Agent response.
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(GPT-OSS-120B)
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Example 
conversation
Agent response.
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conversation
Agent response.
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conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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Example 
conversation
Agent response.
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(GPT-OSS-120B)
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Example 
conversation
Results.

83
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Depr

84
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Agentic phenomenology

85

Numeric (simulation, analysis, ML, etc)

Modalities

Largely software based, agents with tools/skills can… 

• Automate code development/execution,  
• help with “experiment” design,  
• exploration 
Tools reduce the “thinking overhead” for the agent, time 

for the user, focus on physics rather than code 

Harness reliability is primary
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Agentic phenomenology

86

Symbolic (cross sections, decay rates, …, etc)

Modalities

LLMs sample from a distribution  

the question is really about reliability and auditability. 

pθ(xt+1 ∣ x≤t)
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Agentic phenomenology

87

Symbolic (cross sections, decay rates, …, etc)

Modalities

What about the algebraic manipulation typical of a  of 
computation? LLMs are actually pretty good at face value, 
a couple problems: 

• Convention dependent (metric signature, gauge, spinor 
conventions, etc.) mixtures show up in training data 

σ Γ
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Agentic phenomenology

88

Symbolic (cross sections, decay rates, …, etc)

Modalities

Two solutions: 

1.Tools! 

• Specify diagram, trusted 
backend with fixed 
conventions does 
calculation 

2.Targeted knowledge 
grounding (context) Pro’s/con’s to both…
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“I’m not seeing Armageddon here.”

89

5. Trap in isolated sandbox 
with tools  Agent 

6. Custom tools and prompts, 
allow for users to steer 
agent behavior to 
accomplish arbitrary long- 
or short-horizon tasks  

→

An agentic harness is the system of prompts, tools, schemas, and 
execution environments that harnesses an LLM’s flexible intelligence 
while constraining it into reliable, reproducible, user-directed action.

*
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Agentic programming in practice 
Workflow

1. Choose a task e.g. 

2. Break that task down into “atomic units” 
1. Feynrules, 2. MG5, 3. Pythia, … 

3. Build the harness (prompts+tools+skills) 
‣ Somewhat of an art (lassoing stochasticity)  
4. Test 
5. Iterate 

90

“… There is no agent”

(see 2512.15867)
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Agentic phenomenology
Crudely characterizing, HEP has two calculational 
modalities, with many avenues for agentic programming 

91

NumericSymbolic

• Computing cross sections/ 
decay widths, diagramology 

• Model building, group 
theory 

• EFT enumeration, matching, 
running

• Simulation, numerical 
methods, tuning 

• Analysis 
• Machine learning

…

…
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Example workflows

Task 1: Enumerate and 
compute symbolic partial 
decay widths  
for all tree-level, 
single-vertex  
processes in 4D. 
 
66 tool calls over ~30 
minutes

Γ(A → BC)

1 → 2

92

(EDA)

(Opus 4.6)
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Example workflows

Task 1: Enumerate and 
compute symbolic partial 
decay widths  
for all tree-level, 
single-vertex  
processes in 4D. 
 
66 tool calls over ~30 
minutes

Γ(A → BC)

1 → 2
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(EDA)
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Example workflows

Task 2: Determine the 
maximum number  of  
pairs for which 

 
remains observable at 
current/planned muon 
experiments. 
 
63 tool calls (+39 from a 
research subagent) over 
~40 minutes

n e+e−

μ+ → ν̄μνe + n(e+e−) + e+
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(NDA)

(Opus 4.6)
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The road ahead…

95

1 year 
 
 
 
5 years 
 
 
 
10 years…

Time from idea to paper will drop drastically (learning curve is 
significantly reduced), focus turns to harder  ideas, more fruitful 
cross-pollination from disparate fields

Initial automation of many HEP workflows, existing workflows 
become more polished, reliable

Mass adoption, majority of research is LLM assisted, many “non-
physics” workflows completely automated/validated, exploration at 
scale, interpretable workflows become 

Physicists job becomes deciphering and understanding the oracle…? 
Both human- and agent-driven?


